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CONTEXT 

Databricks launched DBRX, a new open, general-purpose Large Language Model 
(LLM) that sets a new benchmark for performance and efficiency.  

DBRX surpasses the capabilities of existing models like GPT-3.5 while also 
demonstrating competitive performance with closed models such as Gemini 1.0 Pro, 
making it a formidable player in general-purpose applications and specialized coding 
tasks. 

Key highlights of DBRX include: 

• State-of-the-Art Performance: DBRX achieves top performance across various 
benchmarks, including language understanding, programming, and 
mathematics, outperforming established and specialized code models like 
CodeLLaMA-70B. 

• Efficiency Innovations: Thanks to its mixture-of-experts (MoE) architecture, 
DBRX offers up to 2x faster inference speeds than comparable models and 
requires nearly 4x less computation for the same quality of pretraining. 

• Open Accessibility: The base and fine-tuned weights of DBRX are freely 
available on Hugging Face, making advanced LLM capabilities accessible to the 
broader community and enterprises interested in building or refining their 
models. 

• Integration into Databricks' GenAI Products: Early deployments of DBRX 
within SQL applications have outperformed GPT-3.5 Turbo and are challenging 
GPT-4 Turbo, showcasing its integration potential into a range of products. 

DBRX PERFORMANCE 

DBRX delivers outstanding performance across multiple benchmarks, establishing it 
as a leader among both open and closed LLMs:  



   

 

1 © Copyright 2023 NAND Research 

1. General Language Understanding: DBRX sets a new standard in language 
understanding, outperforming established open LLMs. It shows exceptional 
capabilities in broad language tasks and specialized areas such as 
programming and mathematics. 

2. Coding Proficiency: DBRX excels as a code model, surpassing specialized 
models like CodeLLaMA-70B in programming benchmarks. This demonstrates 
its ability to understand and generate code effectively, making it a valuable tool 
for developers. 

3. Benchmark Performance: In composite benchmarks, DBRX leads in scores 
against other models. For instance, it tops the Hugging Face Open LLM 
Leaderboard and the Databricks Model Gauntlet, which spans a wide range of 
tasks from world knowledge to programming. 

4. Specialized Tasks: DBRX shows particular strength in programming and 
mathematics benchmarks, scoring higher than other open models evaluated. 
This indicates its potential in fields that require high-level analytical and 
problem-solving skills. 

5. Versus Closed Models: When compared to leading closed models like GPT-3.5 
and Gemini 1.0 Pro, DBRX exhibits competitive or superior performance. It 
particularly shines in areas requiring deep knowledge and reasoning, such as 
general knowledge (MMLU), commonsense reasoning, and specific technical 
tasks like programming. 

DATABRICKS DBRX INTEGRATION 

Databricks' deep integration of DBRX with its core offerings is a significant 
enhancement to the capabilities of the full Databricks product suite. The integration 
leverages DBRX's state-of-the-art language understanding and code generation 
performance.  

Here's how DBRX integrates into Databricks: 

1. API Access for Databricks Customers: DBRX is accessible to Databricks 
customers through APIs, allowing seamless integration into existing workflows 
and applications. This enables users to leverage DBRX's capabilities directly 
within the Databricks environment. 

2. Custom Model Training and Fine-tuning: Databricks provides the tools and 
infrastructure for customers to pre-train their DBRX-class models from scratch 
or continue training on top of Databricks-provided checkpoints. This flexibility 
allows organizations to tailor the model's capabilities to their specific needs and 
use cases, maximizing its effectiveness and relevance to their operations. 
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3. GenAI-powered Product Enhancements: DBRX is integrated into Databricks' 
GenAI-powered products, already showing promising results. For instance, in 
applications like SQL query generation and optimization, early rollouts of DBRX 
have surpassed previous models' capabilities and demonstrate competitive 
performance against even more advanced models.  

4. Model Availability and Openness: DBRX's base and fine-tuned weights are 
available under an open license on platforms like Hugging Face, underscoring 
Databricks' commitment to openness and community collaboration.  

5. Training Efficiency and Scalability: Databricks emphasizes the efficient 
training and deployment of DBRX, leveraging a mixture-of-experts architecture 
for improved training and inference performance, ensuring that DBRX can be 
scaled and deployed efficiently within Databricks' cloud-based environment. 

DBRX's integration into Databricks is a symbiotic enhancement of DBRX's advanced 
AI capabilities and Databricks' data analytics and machine learning platform. It offers 
Databricks customers cutting-edge AI functionalities directly within their familiar 
workflow environment. 

COMPETITIVE ENVIRONMENT 

DBRX faces competition from several high-profile models across the LLM landscape. 
Its competitors come from both open-source initiatives and proprietary models 
developed by leading tech companies:  

1. GPT Models by OpenAI: The Generative Pre-trained Transformer (GPT) series, 
particularly the latest iterations like GPT-3.5 and GPT-4, are among the most 
well-known competitors. 

2. Gemini Models by Anthropic: Gemini 1.0 Pro and subsequent versions aim at 
balancing performance with safety and usability in AI, presenting a competitive 
stance on general and specialized AI tasks similar to DBRX's scope. 

3. LLaMA by Meta: The LLaMA (Language Model at Meta AI) series, particularly 
LLaMA2, offers open-source alternatives for building and refining LLMs. Its 
performance in various benchmarks sets a competitive standard against DBRX 
in the open-source segment. 

4. Mixtral by Google: An example of a model utilizing a mixture-of-experts (MoE) 
architecture like DBRX, Mixtral presents direct competition, especially 
regarding efficiency and specialized task performance. 

5. EleutherAI Models: Projects like GPT-Neo and GPT-J by EleutherAI provide 
open-source alternatives to proprietary models, contributing to the 
competitive landscape with their commitment to accessibility and 
transparency. 
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Each competitor brings unique strengths, from specialized programming or 
efficiency capabilities through MoE architecture to broad applicability and cutting-
edge performance in language tasks.  

ANALYSIS 

The release of DBRX continues the emerging trend of open LLMs to allow enterprises 
to tailor the technology to meet the specific needs of their environment. This follows 
the releases of Meta’s LLaMa models, Google's Mistral, and EleutherAI’s GPT-Neo and 
GPT-J LLMs. It also exists in a market dominated by commercial solutions from 
companies like OpenAI and Anthropic.  

The MoE architecture used in DBRX, which balances high performance with efficient 
processing speed, addresses one of the critical challenges in AI model deployment—
resource-intensive operations. This makes DBRX a powerful tool for AI tasks and an 
economically viable option for a broader range of enterprises. 

The work done by Databricks' Mosaic team is impressive. Outperforming established 
models, including GPT-3.5, on several benchmarks positions Databricks as a 
formidable player in the AI space, setting the stage for the company to attract a 
broader base to its platform. 

For enterprises, accessing and integrating DBRX through Databricks offers a direct 
pathway to incorporating advanced AI into their operations. The model's language 
understanding and code generation strengths are particularly relevant for 
automating tasks, enhancing data analysis, and improving decision-making 
processes. This is an area where Databricks has always excelled.  

Open-sourcing DBRX opens opportunities for the model to be improved and 
expanded upon by the global AI research community. Databricks can further harness 
this collective expertise to enhance DBRX, fostering a vibrant ecosystem around its AI 
technologies.   

At the same time, DBRX's success in the broader market will depend on how easily 
organizations can integrate and customize the model for their specific use cases. 
Databricks must ensure robust support and resources are available to facilitate 
adoption. 

The release of DBRX underlines Databricks' commitment to democratizing AI while 
also setting a new benchmark for the performance, customization, and efficiency of 
AI models within the industry. Databricks' initiative could lead to more widespread 
and effective use of AI across industries, driving the next wave of AI-enabled 
transformation – precisely what you'd expect of a company whose mission is to deliver 
data intelligence to every enterprise. 
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